
HDF5 for seismic reflection datasets 
 
Christopher LeBlanc – GLOBE Claritas (GNS Science, New Zealand)  
 
 
 
The SEG-Y file format is one of several standards developed by the Society of Exploration Geophysicists (SEG) 
for storing geophysical data. It is an open standard, and is controlled by the SEG Technical Standards 
Committee. The format was originally developed to store single-line seismic reflection digital data on magnetic 
tapes. 
 
HDF5 is a data model, library, and open file format for storing and managing Terabyte scale complex scientific 
data. It supports an unlimited variety of data types, and is designed for flexible and efficient I/O of high volume 
data. 
 
 

SEG-Y LIMITATIONS 
 
 
Established in 1973, the present day limitations of SEG-Y are becoming more and more apparent: 
 

 No support for anything beyond the standard trace and reel header definitions 

 Many of these headers are only 2 byte integers, the limits of which are now easy to reach with 
modern seismic surveys. 4 byte integers are also starting to become a concern 

 Only integer headers are permitted, NOT floating point, double precision, strings, or arrays 

 It is not self-describing; the exact layout of the file must be known before it can be parsed, which 
makes future modification difficult (while retaining backwards compatibility) 

 There are many optional sections (e.g. “tape label”) which can also make parsing more difficult 

 The trace data and trace headers are interleaved on disk i.e. in order to scan a file for all values of a 
given header, the entire file must be scanned 

 There are a number of non-standard variations of SEG-Y 
 
For these and other reasons, GLOBE Claritas™ Seismic Processing Software now uses the HDF5 file format. 
 
 

HDF5 FOR SEISMIC DATA 
  
 

Pros 

 It has a very flexible type system, allowing the use of various types of integer, float, compound, and 
custom data types 

 It handles endian issues seamlessly 

 It is self-describing. Much like an XML or JSON file, you can use various tools to view and edit any 
HDF5 file. It has a complex format on disk, but the HDF5 API allows you to query the file easily 

 Versioning is simple; a version number can be added as an “attribute” and if the layout format is 
changed, the version number increases. This makes it easy to support new features without causing 
problems for older versions of the file 

 Adding new objects to the file will not create difficulties for older versions of the software 

 It is FREE and open source! The entire HDF5 source package and detailed documentation are available 
from the HDF Group website 

 It is stable, high performance, cross platform, and is used in many different science disciplines with 
similar performance challenges to processing seismic data 

 It has support for chunked multidimensional datasets. There is a natural fit between the N-
dimensional arrays in NumPy and MatLab and HDF5 N-dimensional datasets 
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 It supports parallel I/O and thus allows for reading and writing files that can scale with HPC clusters 

 The rich family of available bindings and tools makes it simple for users to pass data in and out of the 
format, using tools such as Python, MatLab, Perl, Java, and C/C++ 

 It has support for compression and comes with several different algorithms, as well as support for 
custom compression schemes 

 It supports N-bit compression, or storing floating point data using less precision than 32 bits 

 It has a strong heritage in scientific HPC. HDF5 has a very strong community and has received a grant 
from the US Department of Energy for work on exascale computing. Anyone can have free access to 
the benefits of this strong heritage in scientific HPC, just by using this open format 

 
More information is available on the HDF5 Group News Page. 
 
 

 
Figure 1 Screenshot of the 'hdfview' application. The trace data is displayed as an image, alongside the reel and trace 

headers. The far left panel shows the hierarchical layout of groups and objects 

 
In an effort to make the transition to HDF5 as painless as possible, the first version of the internal format is 
very similar to SEG-Y Revision 0. This has both advantages and disadvantages. 
 

Cons 

 Arguably the biggest; no built-in querying capability such as you would get with a database 

 You must use the HDF5 API to read or write to the file. Luckily the API is written in C and has bindings 
for many different languages such as Java, Python, Perl, and C++ 

 The HDF5 API is a very powerful library, and so it can be complicated. It does however come with 
examples and tests, and if you prefer to write using a high level language there are projects (such as 
PyTables and h5py) to simplify things 

 As our internal format, it is guaranteed that we will modify it over time. Though being good for our 
users (since we can upgrade the format while retaining read capability for old files), it also means 
users must modify any programs they’ve written for accessing our internal format files 

 The chunking parameters can have a large impact on performance. We have seen the best 
performance achieved when the chunksize is roughly 400 traces or more. In general, the best sample 
chunksize was determined to be a value between 450 and 900 which resulted in the least amount of 
padding at the bottom of the trace 
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Figure 2 Results of profiling tests for writing, sequential reading, non-sequential reading, and file sizes 

 
 
Tests like these were used to develop simple heuristics for chunk values. We have tried to find the best 
balance of sequential and non-sequential read/write performance, while keeping the file size as small as 
possible. 
 
 

NO DATABASE 
 
 
Firstly, “database” is a very broad term. There is a large degree of variation in the database ecosystem e.g. in- 
memory, hybrid, NoSQL/Object, etc. It is difficult to lump all of these solutions into a single category. 
 
For our purposes, a database is “a system that imports data, allows queries to be run (SQL or otherwise), and 
can fetch subsets of data”. It does not allow manipulation of the data without using the database API, and we 
cannot treat our ‘database’ as a single file (or files) which can be moved between computers in a portable way.  
 
As the HDF5 documentation states, it is not intended to replace databases but rather complement them. You 
probably would not use a relational database file as a high performance serialisation format for large amounts 
of numerical data, but that is what we are using HDF5 for. We always have the option to use a database 
alongside HDF5 in the future. 



We are currently using a very lightweight querying approach for trace headers. The requested trace header (or 
headers) is loaded into memory and a binary search is used on sorted records to find a match. This is nothing 
like an SQL query, but it lets us handle all types of integer and floating point data in a straightforward way with 
good performance. The query code is completely decoupled from the underlying format to be able to ‘swap 
out’ this approach for something else at a later stage. While HDF5 does not include any querying or indexing 
capability in the core API, there are some available projects that do. One of the more interesting ones is 
FastQuery, which allows you to run very fast queries on HDF5 datasets. 
 
Most databases enforce the use of strict schemas, which are “blueprints of how a database is constructed”. 
HDF5 allows you to add or remove objects as you need, so does not enforce a schema. Schema-less databases 
are becoming more common. Though there are pros to strict schemas, we prefer not to use one. For example, 
if we used a strict schema it would be difficult to add an additional trace header to a database table after it 
was created. This may never be needed, but it is nice to have the option by using HDF5.  
 
Note: HDF5 is being used as a stepping stone from SEG-Y and so all SEG-Y headers are currently treated as 
mandatory. 
 
 

CHALLENGES - MOVING FROM CLARITAS SEG-Y TO HDF5 
 
 
One challenge has been that very small reads/writes are inefficient in HDF5; there is a fixed overhead with 
each call to H5Dread and H5Dwrite. This becomes significant when making a large number of calls (i.e. 
millions). The solution was to read several hundred or thousand traces in a single call and buffer them until 
needed. This approach delivers excellent performance; on par with SEG-Y and ‘dd’, which implies nearing the 
maximum bandwidth of the storage hardware. 
 
We currently use HDF5 “hyperslab selections” when reading non-sequentially from a file. If each “trace” is 
treated as a single hyperslab selection, and one trace is added at a time, this does not scale efficiently. This can 
be improved by searching for selections with a common stride value; therefore adding fewer selections 
together. If every 10th trace is read 1000 times, this can be described in a single hyperslab selection, which is 
much faster than combining 1000 individual selections. Though it may still pose a problem for large reads from 
datasets lacking a common stride, hyperslab selections are reportedly quicker in newer versions of HDF5. 
Further technical information on HDF5 Hyperslabs can be found here. 
 
Another challenge was the fact that data transfer between a dataspace and different memory space can be 
slow. Our solution was to use a memory space that was identical to the dataspace. With a large file this could 
be a potentially huge array, so a temporary memory mapped array was used. Once the array was populated, 
the required elements were copied to the in-memory data buffer in the right order. H5Dscatter and H5Dgather 
may address this performance issue but were not yet available. It may seem strange to read from a disk to a 
memory mapped array (backed by the disk), but it is a quick work-around suitable for all versions of the API 
that delivers very good performance. More information can be found here. 
 
Other issues to address include: 
 

 The HDF5 Table API uses integers for its row indices, which could pose a problem for files with more 
than 2

31
 traces. A solution would be to use a dataset for each trace header 

 The HDF5 Table API lacks support for parallel I/O 

 Reading a single field (e.g. a trace header such as “CDP”) from a table requires reading the entire table 
- inefficient for large files 
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FURTHER DEVELOPMENT  
 
 
Our use of HDF5 has been very successful. It performs very well in both sequential and non-sequential read 
patterns giving us I/O speeds very close to maximum throughput available from the disk. However, there are 
some things we would like to modify in the future. 
 
Currently each trace header is interleaved with 89 or more trace headers for each trace, since we use HDF5 
Tables to store our trace headers. Drastically improved performance (when reading or writing a large number 
of trace headers for a single field) could be achieved if individual datasets were used for each trace header. We 
aim to use HDF5’s parallel I/O features and compression algorithms to accomplish this; most trace headers 
have duplicate and/or constantly changing values and should compress well. Though this limit (2

31
 traces) is 

not currently a problem, ever increasing survey sizes will bring it to the forefront in the near future. 
 
In addition, individual datasets for each trace header would also let us easily add new trace headers to the file 
or even delete or disable existing trace headers from being read. This should deliver high performance for both 
sequential and non-sequential access patterns, since they both buffer a large amount of values. 
 
Attributes can be set on any group or dataset in an HDF5 file. This means metadata could be stored for each 
trace header in an intuitive way, such as the min/max/mean/etc. 
 
The initial file layout in HDF5 was very similar to a SEG-Y file in many ways. The header names are identical and 
there is a 2D dataset containing the trace data. This has worked well because it let us make a smooth 
transition from our existing SEG-Y based format to HDF5. The rich level of features in HDF5 makes it possible 
for us to modify and extend our format in ways not available with SEG-Y based formats. 
 
Overall, our experience with HDF5 has been excellent. It is a well written, well documented, fully featured, and 
stable API. Despite a complex API, it has a huge range of advantages over our previous internal format and 
should serve us well for many years to come. 

 


